Transformers

Mausam
(Some slides by Tanmoy Chakraborty)

Some slides are adopted from Sergey Levine



Neural Language Models

* Where are We?

* Sparsity is mitigated by the use of dense vector representations
* Prefix length is no longer constant due to the use RNNs/LSTMs

* Challenges Remaining
* Hard to learn long-range dependencies: Vanishing Gradients
* Forward and backward passes are O(sequence length)
* Hard to parallelize
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Neural Language Models

* Where are We?

* Sparsity is mitigated by the use of dense vector representations
* Prefix length is no longer constant due to the use RNNs/LSTMs

* Challenges Remaining
* Hard to learn long-range dependencies: Vanishing Gradients
* Forward and backward passes are O(sequence length)
* Hard to parallelize

* GOAL: An Architecture for Neural LM that is easier to parallelize
* And, can handle long-range dependencies better.
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Attention



Attention

* How to encode a good bag representation?

 Approach 1: Sum
* As number of objects increases, addition will lose information

* Approach 2: Weighted Sum (Attention Module)
* Focus on some objects at atime
* But, how do we decide weights (importance of each object)?

* query (q): decides importance of each object
attention weights (a,): normalized importance of each object
unnormalized attention weights (e;): intermediate step to compute a,
attended summary: weighted avg of objects with a weights



Attention Single vector that represents the
attended summary of the bag

For large values of d, dot product
can grow large in magnitude.

Scaled dot product attention:
qOh

Vd

€

Where does g come from?



Key-Va lue Attention Single vector that represents the

attended summary of the bag

\
softmax
1

Each vector (h) playing two roles
(1) computing importance
(2) weighted sum




Analogy: DB Lookup

*InaDB

* We lookup a record using its key
* We outputits value

* In Attention (so far)

* We assign importance (soft lookup) using h
* We output the information in vector, also using h

* Solution: Split h into two: key and value

27



Key-Va lue Attention Single vector that represents the

attended summary of the bag

e B <
[ —
softmax \
4 t t

N/ N/ N/ k(h,) = W,h,
U(ht) = W, h;




How do we find g?

* Solution: Self Attention
* Eachword is also a query!

e |ntuition:
 “The cat did not cross the road as it was too tired”
 “The cat did not cross the road as it was too wide”

* To understand “it” in Sentence #1, importance of “cat” should be high.
* To understand “it” in Sentence #1, importance of “road” should be high.
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Key-Value Self-Attention

Trustworthy LLMs



https://home.iitd.ac.in/
https://nptel.ac.in/

Key-Value Self-Attention

ve = v(ht) before just had v(hy) = hy, now e.g. v(hy) = W, hy
ki = k(hy) (just like before) — e.g., kt = Wihy

kl 2 k2 2 k3 IUJ
N/ N/ N/
h1 ho hs
t t f
I1 Lo I3
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Key-Value Self-Attention

ve = v(ht) before just had v(hy) = hy, now e.g. v(hy) = W, hy
ki = k(hy) (just like before) — e.g., kt = Wihy

p 41|V ko q2 U2 ks g3 (U3
Nt/ \t / Nt/
hq ho hs
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Key-Value Self-Attention

ve = v(hy) before just had v(h;) = hs, now e.g. v(hy) = W,hy
ki = k(hy) (just like before) — e.g., kt = Wihy

q: = q(h¢) e.g., qt = Wyhy
]{1 qi1 & kQ q2 2 ]C3 43 'UJ
Nt/ Nt/ Nt/
h1 ho hs
1 1 f
L1 L9 L3
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Key-Value Self-Attention

’ ’ ve = v(hy) before just had v(h;) = hs, now e.g. v(hy) = W,hy
IW\L ki = k(hy) (just like before) — e.g., kt = Wihy
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Key-Value Self-Attention

€t —4q1- ki
€1,1 €1,2 €1.3

ve = v(hy) before just had v(h;) = hs, now e.g. v(hy) = W,hy
IW\L ki = k(hy) (just like before) — e.g., kt = Wihy
gt = q(ht) e.g., ¢ = Wyhy

]{1 g1 U1 kQ q2 U2 ]C3 g3 U3
— — —

Nt/ Nt/ Nt/

h1 ho hs
t t f
I1 Lo I3
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Key-Value Self-Attention

o B -
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ve = v(hy) before just had v(h;) = hs, now e.g. v(hy) = W,hy
IW\L ki = k(hy) (just like before) — e.g., kt = Wihy
gt = q(ht) e.g., ¢ = Wyhy
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Key-Value Self-Attention
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Key-Value Self-Attention
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Key-Value Self-Attention
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Key-Value Self-Attention
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Key-Value Self-Attention
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Key-Value Self-Attention

| softmax | el =q - kt

€1,1 €1,2 €
’ ’ 1,3 ve = v(hy) before just had v(h;) = hs, now e.g. v(hy) = W,hy

I[\%%\L k’t — "’v'(ht) (jllSt like before) c.g., kt = tht

qr = q(h) e.g., gy = th
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Key-Value Self-Attention

@
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| softmax |
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kQ QQE
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€t —4q1- ki

ve = v(ht) before just had v(hy) = hy, now e.g. v(hy) = W, hy
ki = k(hy) (just like before) — e.g., kt = Wihy

¢ = q(hy) e.g., g = Wohy
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Attention =2 Transformers

Trustworthy LLMs
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Do we need recurrence at all?

e Recurrence is powerful but
o Issues with learnability: vanishing gradients
o Issues with remembering long sentences
o Issues with scalability:
m backpropagation time high due to sequentiality in sentence length
o Issues with scalability:
m can’tbe parallelized even at test time — O(sentence length)

e Abstractly: Attention is a way to pass information between tokens
o Thatis also exactly what RNNs are used for —to pass information
o Getrid of RNN? — maybe attention is a better way to pass information

o Attempt 1: layers of Self Attention

Trustworthy LLMs
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Attempt

ai

T
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L | E] e
s |,

| softmax |
€1,1 €1,2 €1.3

t t t t t t
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Attempt
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Attempt
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Attempt
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|Issues with Attempt

* Complete lack of sequential information!
* Solution: add sequential information in the input

Trustworthy LLMs
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Key-Value Self-Attention
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Key-Value Self-Attention  Keprepesing

ai
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|Issues with Attempt

* Complete lack of sequential information!
* Positional Embeddings

* Different tokens are important depending upon the attribute
* “John gave Mary a book yesterday”
* “gave” attends to “John” //subject
* “gave” attends to “Mary” //recipient
* “gave” attends to “book” //theme (direct object)
* “gave” attends to “yesterday” //temporal

* Solution: repeat computations for different attributes
* Induce attributes automatically

Trustworthy LLMs
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Multi-Head Attention

Solution: Use multiple keys, queries, and values for each time step

p; + hyq p, * ho ps; + hs

Trustworthy LLMs
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Multi-Head Attention

Solution: Use multiple keys, queries, and values for each time step

ki1 91,1011 ko G2,1 V21 ksa §3,1 V3.1
I

"t/ At/ ANt/

p; + hyq p, * ho ps; + hs

= —
—
—

1 ) I3

Trustworthy LLMs



https://home.iitd.ac.in/
https://nptel.ac.in/

Multi-Head Attention

Solution: Use multiple keys, queries, and values for each time step

(19 3 . .
full attention vector formed by concatenation:
az1
a2 = | a2
az,3

compute weights independently for each head

1=
ki1G1,1 Y11 k21 Q2,1 Y21 k3q 43,1 V31 i = explery i)/ZeXp(el i)
P/ Nt/ ANt/ v
ap; — Z Qpt,iUt g
p; * P2 * o ps + hs t
f f 1
I i) I3
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|Issues with Attempt

* Complete lack of sequential information!
* Positional Embeddings

* Different tokens are important depending upon the attribute
* Multi-Head Attention

* So far, each successive layer is linear
* |ntroduce non-linearities

Trustworthy LLMs
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Self-Attention Is “Linear”

a
! ki = Wihy qt — tht vy = Wy hy

T
‘ 
@‘:O\@ O Q)¢ = eXp(el,t)/ ZeXp(el,t’)

/ A A /A t,
‘ -a1 &3 el = qr- ke
| meew |
| softmax |
€1,1 €1,2 €1.3 a; — Zal,tvt — Zal,thht = W, Z Oél,tht
linear transformation non-linear weights
ki 41 v1 ko Q2 U2 ks q3 V3
Nt/ Nt/ Nt/

Problem: Every self-attention layeris a
linear transformation of the previous layer

+ + +
P4 hq P2 ho Ps ha with non-linear weights.
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Position-wise Feed-Forward Networks

self-attention “layer”

t t 1 tt t t 1t
k1 mw ko qu ks q;;w » Solution : Make the model more expressive is by

alternating use of self-attention and non-linearity.

* Non-linearity is incorporated by means of a feed-

aq ao as forward network which consists of two linear

t t f transformations with a ReLU activation in between.

FFN(z) = max(0,xW1 + b1 )Ws + by

tt 1

/432 QQM

Nt/

+h%

* The same non-linearity is utilized across various

positions but they differ from layer to layer.
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|Issues with Attempt

* Complete lack of sequential information!
* Positional Embeddings

* Different tokens are important depending upon the attribute
* Multi-Head Attention

* So far, each successive layer is linear
* Feedforward Network in every layer

* Training Stability & Vanishing Gradients

* Normalize ; Residual Connections
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Layer Norm & Residual Connections

. =

different dimensions of a

/

1 d
MZEZ%’ o=
1=1

(a; — )’

Q| =

d
1=

Layer Norm: convert each vector to

Residual .
controlled mean and variance

Connections

t t t [Li et al 2018]
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Issues with Attempt

* Complete lack of sequential information!
* Positional Embeddings

* Different tokens are important depending upon the attribute
* Multi-Head Attention

* So far, each successive layer is linear
* Feedforward Network in every layer

* Training Stability & Vanishing Gradients

* Normalize ; Residual Connections

* Model can see the future!
 Mask attention to future tokens

Trustworthy LLMs
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Self-attention can see the future!

ttt ttt t t 1
Q3

/ A crude self-attention “language model”:

In practice, there would be several alternating
self-attention layers and position-wise
feedforward networks

Big problem: self-attention at step 1 can look at the value
at steps 2 & 3, which is based on the inputs at steps 2 & 3

At test time (when decoding), the inputs at steps 2 & 3 will
be based on the output at step 1...

...which requires knowing the input at steps 2 & 3

Trustworthy LLMs
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asked Attention

. =

At test time (when decoding), the inputs at steps 2 & 3 will
be based on the output at step 1...

...Which requires knowing the input at steps 2 & 3

..... . Must allow self-attention into the past...

...but not into the future

Easy solution:

€t - ky

. 1 >
el’t:{(ﬂ k‘t lfl_t

—00 otherwise

in practice:

I
I
I
I
I
bT'-F'ﬁl""pE';'El'""p:?'-l-"h'é'

just replace exp(e; ) with 0 if [ < ¢

inside the softmax
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Attempt =2 Transformer

* Complete lack of sequential information!
* Positional Embeddings

* Different tokens are important depending upon the attribute
* Multi-Head Attention

* So far, each successive layer is linear
* Feedforward Network in every layer

* Training Stability & Vanishing Gradients

* Normalize ; Residual Connections

* Model can see the future!
 Masked Attention
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Qutput
Transformer Probabifts
4 Decoder
. [ Softmax |
Architecture f
|l Linear )
~
| Add & Norm Je—
Feed
Forward
-
Encoder | - 1 N [(Add & Norm J=—
L Add & Norm ) Multi-Head
Feed Attention
Forward T 7 7 N x
j ( J~
Add & Norm
Nx I
~»| Add & Norm ] Masked
Multi-Head Multi-Head
Attention Attention
At LU
— I—
\. J J
Positional - Positional
. o .
Encofing ?_® Encoding
Input Qutput
Embedding Embedding
Source of Image : Attention is all you need nputs h(;‘)ntutguﬁsht
(Vaswanital., 2017) (shifte 9 )
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Qutput

Tl’a N SfO Fmer ProbaTDilities

. [ Softmax |
Architecture i
|l Linear )
s ~N
| Add & Norm ==
Feed
Forward
—
s I N | Add & Norm J=—
—{_Add & Norm J S ii-Head
Feed Attention
Forward J) T 7 Nx
J ( J
Add & Norm
Nx I
~»| Add & Norm ] Masked
Multi-Head Multi-Head
Attention Attention
At At
U‘_ Y, . )

— - Positional o Positional
Position embeddings are added to Encoding ?‘@ Encoding
each word embedding. Otherwise, Input Output

. Embedding Embedding
since we have no recurrence, our T T
model is unaware of the position of a
S | Inputs Outputs
word In the sequence. (shifted right)
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Qutput

Tl’a N SfO Fmer ProbaTDilities

. | Softmax )
Architecture i
|  Linear |
e ~
| Add & Norm =
Feed
Forward
-
s I N | Add & Norm J=—
> Add & Norm Multi-Head
Feed Attention
Forward ) T 7 Nx
-1 —
| Add & Norm Je=,
~—| Add & Norm | Masked
Multi-Head Multi-Head
Attention Attention
At At 2
— J \_ —

Residual connections, which mean Positional ®_(? (?_® Positional

that we add the input to a particular | Enceding Encoding
. : InpUt Output
block to its output, help improve Emggddmg Embigging
gradient flow T T
Inputs Qutputs

(shifted right)
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Qutput

Tl’a N SfO Fmer ProbaTDilities

. [ Softmax |
Architecture i
|l Linear )
. '
| Add & Norm ==
Feed
Forward
—

_ s I N | Add & Norm J=—
Afeec! forward layer on top of the (AaTaNe) ————
attention- weighted averaged value [ Feed Attention

vectors allows us to add more Forward } ) N
parameters / nonlinearity — i
Nix | Add & Norm Je=,
~»| Add & Norm ] Masked
Multi-Head Multi-Head
Attention Attention
At At
U‘_ Y, . )
Positional Positional
. & + :
Encoding ®_(1) (4)_® Encoding
Input Output
Embedding Embedding
Inputs Qutputs

(shifted right)
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Qutput

Tl’a N SfO Fmer ProbaTDilities

. | Softmax )
Architecture i
|l Linear )
& ™
| Add & Norm Je—
Feed
Forward
—
s I N | Add & Norm J=—
—{_Add & Norm J S ii-Head
Feed Attention
F d
We stack as many of these el 2 )F J N
| SE—
Transformer blocks on top of each N [(Add & Norm Jem
other as we can (bigger models are L Masked
) | Multi-Head Multi-Head
generally better given enough data!) HEHan Attention
At LU
— J/ . p—
Paositional o N Positional
Encoding ®_? (4)_® Encoding
Input Output
Embedding Embedding
Inputs Qutputs
(shifted right)
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Qutput

Tl’a N SfO Fmer ProbaTDilities

. [ Softmax |
Architecture i
|l Linear )
s ~N
| Add & Norm ==
Feed
Forward
—
s I N | Add & Norm J=—
—{_Add & Norm J S ii-Head
Feed Attention
Forward T 7 7 N x
— (——
Nix LAdd & Norm Je~ Moving onto the decoder, which takes
T — it [ in Er.lgllsh sequel?ces that have been
Attention Attention shifted to the right (e.g., <START>
At At :
\ )L l schools opened their)
Positional o N Positional
Encoding ®_? ?_® Encoding
Input Output
Embedding Embedding
Inputs Qutputs
(shifted right)
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Qutput

Tl’a N SfO Fmer ProbaTDilities

. [ Softmax |
Architecture i
| Linear |
& ™
| Add & Norm Je—
Feed
Forward
—
s | N | Add & Norm Je—
> Add & Norm Multi-Head
Feed Attention
Forward T 7 7 N x
: — We first have an instance of masked
N | e [Pl g self attention. Since the decoder is
I Masked . . L. .
Nult-Head Multi-Head L responsible for predicting the English
Attention Attention words, we need to apply masking as
] ) —— we saw before.
Paositional o N Positional
Encoding ®_? (4)_® Encoding
Input Output
Embedding Embedding
Inputs Qutputs
(shifted right)
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Qutput
Probabilities

Transformer
. [ Softmax |
Architecture ——

Linear

(Vaswani et al., 2017)

(shifted right)

' ™
| Add & Norm Je—
Feed
Now, we have cross attention, which FEREE
—
connects the decoder to the encoder { \ ] (Add & Norm
by enablingitto attend over the S ) Muti-Head
o . Feed Attention
encoder’s final hidden states. Eorward 5 Nix
j ( J
Add & Norm
Nx I
~>| Add & Norm ) Maskod
Multi-Head Multi-Head
Attention Attention
t L
— \ —
Paositional Positional
. & + :
Encoding (4)_® Encoding
Input Output
Embedding Embedding
Source of Image : Attention is all you need Inputs Outputs
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Qutput

Probabiliti After stacking a bunch of these
Transformer obabiities

CSoft | — decoder blocks, we finally have our
OTLmax

. amiliar soft ayer to predict the
ArCh|teCture [ 7 | familiar softmax layer to predict th

Linear next English word.

'y ™
| Add & Norm =
Feed
Forward
-
s I N | Add & Norm J=—
> Add & Norm Multi-Head
Feed Attention
Forward T 7 7 Nx
J | J—
Add & Norm
Nx I
~—| Add & Norm | Masked
Multi-Head Multi-Head
Attention Attention
At At
U‘_ J \ —
Positional Positional
. =} + .
Encoding (4)_® Encoding
Input Output
Embedding Embedding
Inputs Qutputs

(shifted right)
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Qutput

Tra N SfO rmer ProbaTDilities

. | Softmax )
Architecture i
|l Linear )
& ™
| Add & Norm ==
Feed
Forward
- ..
p { N ) | (AT e = Makes the training stable
L AddF&.:Orm ] Multi-Head
. ;T e ee Attention
Adding non-linearities Eorward 5 Nix
‘ ( J~
Add & Norm
Nx | ~(Add& Norm ) T b Y P
Allows computing different Multi-Head Muiti-Head reicﬁeenfjtﬂree\?vlg?lg (?eocgdpii nto
attention vectors per position aliclliel Attention g
At At
— Y, . )
. . . Positional Positional
Adds positional information  —gncoding ®—(? (?_® Encoding
Input Output
Embedding Embedding
Inputs Qutputs
Source of Image : Attention is all you need (Vaswani etal., 2017) (shifted right)
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TITLE CITED BY YEAR

Attention is all you need 270698 2017
AVaswani, N Shazeer, N Parmar, J Uszkoreit, L Jones, AN Gomez, ...
Advances in neural information processing systems 30
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