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Vision Transformers
ÅSplit an image into fixed-size patches
ÅLinearly embed each of them
ÅAdd 1D position embeddings
ÅFeed the resulting sequence of vectors 

(prepended by [CLS]) to a standard Transformer 
encoder. 
ÅClassification MLP head with 1 hidden layer at 

pre-training and just a single linear layer at fine-
tune time.
ÅPretrain datasets: ImageNet-1K, ImageNet-21k, 

JFT
ÅViT-xоΝΣШůĲċŰƚШƣőĲШљxċƖŊĲњШƻċƖŔċŰƣШƽŔƣőШΝΣ×16 

input patch size. Smaller patch size Č larger seq 
length.
ÅMatch or exceed accuracy of ResNets on many 

image classification datasets
Dosovitskiy, Alexey, Lucas Beyer, Alexander Kolesnikov, Dirk Weissenborn, Xiaohua Zhai, Thomas Unterthiner, Mostafa Dehghani et al. "An image is worth 16x16 words: Transformers for image 
recognition at scale." arXiv:2010.11929 (2020).
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Joint representation model for vision and language

ÅMLM (Objective 1), and sentence-image prediction task (Objective 2)

ÅVisualBERT integrates BERT for NLP, and pretrained object proposals systems such as Faster-RCNN.

Li, Liunian Harold, Mark Yatskar, Da Yin, Cho-Jui Hsieh, and Kai-Wei Chang. "Visualbert: A simple and performant baseline for vision and language." arXiv:1908.03557 (2019).
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VisualBERT

Li, Liunian Harold, Mark Yatskar, Da Yin, Cho-Jui Hsieh, and Kai-Wei Chang. "Visualbert: A simple and performant baseline for vision and language." arXiv:1908.03557 (2019).

ÅAttention weights of some selected heads in VisualBERT. 
ÅModel also refines its understanding over the layers
ÅfŰĦŸƖƖĲĦƣũǃШċũŔŊŰƚШљůċŰњШċŰĬШљƚőŔƖƣњШŔŰШƣőĲШΟ-rd layer but corrects them in higher layers.
Å In high layers (e.g., the 10-th and 11-ƣőШũċǃĲƖьЯШŔƣШŊƖŸƨŰĬƚШƻŔƚƨċũШĦŸŰĦĲƓƣƚШыĲЮŊЮЯШљŸƣőĲƖШƓĲĬĲƚƣƖŔċŰƚњШ
ċŰĬШљůċŰШƽĲċƖŔŰŊШƽőŔƣĲШƚőŔƖƣњьЮШ
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ViLBERT Architecture
ÅText stream has more processing before 

interacting with visual features.

ÅInitialize linguistic stream with BERT BASE. 

ÅUse Faster R-CNN pretrained on Visual 
Genome dataset.

Lu, Jiasen, Dhruv Batra, Devi Parikh, and Stefan Lee. "Vilbert: Pretraining task-agnostic visiolinguistic representations for vision-and-language tasks." arXiv:1908.02265 (2019).
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ViLBERT Training Tasks and Objectives

Å Train on Conceptual Captions (~3.3M images) to learn visual grounding. 
Å Masked multi-modal learning: reconstruct image region categories or words for masked inputs given the 

observed inputs. 
Å Multi-modal alignment prediction: predict whether or not the caption describes the image content.

Lu, Jiasen, Dhruv Batra, Devi Parikh, and Stefan Lee. "Vilbert: Pretraining task-agnostic visiolinguistic representations for vision-and-language tasks." arXiv:1908.02265 (2019).
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CLIP (Contrastive Language-Image Pre-training)
ÅPre-trained using WebImageText (WIT) 400M 

(image, text) pairs.
ÅText encoder is a 12L Transformer.
Å5 ResNets: ResNet-50, ResNet-101, 

RN50x4, RN50x16, and RN50x64
Å3 ViTs: ViT-B/32, a ViT-B/16, and a ViT-L/14
ÅMaximize cos-sim of the image and text 

embeddings of N real pairs in the batch 
ÅMinimize cos-sim of the embeddings of the 

N ×  ШҽШ ШŔŰĦŸƖƖĲĦƣШƓċŔƖŔŰŊƚЮ
ÅTested on 30+ CV tasks like OCR, action 

recognition in videos, geo-ũŸĦċũŔǍċƣŔŸŰЯв
Å0-shot CLIP is often ḳ fully supervised 

baseline

Radford, Alec, Jong Wook Kim, Chris Hallacy, Aditya Ramesh, Gabriel Goh, Sandhini Agarwal, Girish Sastry et al. "Learning transferable visual models from natural language supervision." InICML, pp. 8748-8763. PmLR, 2021.
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CLIP (Contrastive Language-Image Pre-training)

A zero-shot CLIP classifier outperforms a fully supervised linear classifier 
fitted on ResNet-50 features on 16 datasets, including ImageNet.
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Classification using CLIP
Åhttps://openai.com/blog/clip/
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Visually-rich Document Understanding

Xu, Yang, Yiheng Xu, Tengchao Lv, Lei Cui, Furu Wei, Guoxin Wang, Yijuan Lu et al. "LayoutLMv2: Multi-modal Pre-training for Visually-rich Document Understanding." ACL, pp. 2579-2591. 2021.
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Visually-rich Document Understanding
ÅXu, Yang, Yiheng Xu, Tengchao Lv, Lei Cui, Furu Wei, Guoxin Wang, Yijuan Lu et al. 

"LayoutLMv2: Multi-modal Pre-training for Visually-rich Document Understanding." ACL, 
pp. 2579-2591. 2021.
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LayoutLMv2 Architecture
ÅText: Initialized using UniLMv2
ÅVisual encoder
ÅResNeXt-FPN architecture with MaskRCNN 

backbone.
ÅUse output feature map (W=H=7).

ÅEmbed spatial layout of token bounding 
boxes from OCR results
ÅConcat(PosEmb2Dx(ὼ ȟὼ , width), 

PosEmb2Dy(ώ ȟώ , height))
ÅLayoutLMv2: Base (12L, 200M), Large 

(24L, 426M)
Å3 tasks: MVLM, TIA, TIM
ÅDataset: 11M scanneddocs. Text OCR: 

Microsoft Read API

Xu, Yang, Yiheng Xu, Tengchao Lv, Lei Cui, Furu Wei, Guoxin Wang, Yijuan Lu et al. "LayoutLMv2: Multi-modal Pre-training for Visually-rich Document Understanding." ACL, pp. 2579-2591. 2021.
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ViT with Registers
ÅSeveral ViT models exhibit peaky outliers in attention 

maps.

ÅArtifacts
Å2.37% tokens with ~10x higher norm at output 
Åappear around the middle layers of ViT
Åappear after a sufficiently long training of a 

sufficiently big transformer. 
Åappear in patches similar to their neighbors, 

meaning patches that convey little additional 
information

ÅAppend register tokens to input 
ÅImproved performance in dense prediction and 

object discovery. 
ÅRemoves artifacts leading to smooth attention 

maps.

Darcet, Timothée, Maxime Oquab, Julien Mairal, and Piotr Bojanowski. "Vision Transformers Need Registers." In ICLR. 2024
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ÅVision encoder: ViT-7B distilled to ViT (21M to 840M) and 
ConvNeXt (29M to 198M).

ÅSelf-supervision dataset (17B images).

ÅLearning Objectives
ÅImage-level objective as in DINOv2
ÅPatch-level latent reconstruction iBOT.
ÅKoleo regularizer encourages features within a batch to 

spread uniformly in the space.

ÅVariant of RoPE

Å2 global crops and 8 local crops per image.

Å Post-Training
Å Resolution Scaling: 256 Ą 512, 768
Å Distillation: 7B teacher instead of EMA teacher
Å Aligning DINOv3 with Text: CLIP style.

Siméoni, Oriane, Huy V. Vo, Maximilian Seitzer, Federico Baldassarre, Maxime Oquab, Cijo Jose, Vasil Khalidov et al. "Dinov3." arXiv:2508.10104 (2025).

DINOv3
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ÅProlonged training leads to improvements 
on global benchmarks but degradation on 
dense tasks.
ÅLoss of Patch-Level Consistency Over 

Training.
ÅGram Anchoring Objective.

Åὒ ὢȢὢ ὢȢὢ

ÅOnly on global crops and after 1M iters.
ÅUpdate Gram teacher every 10k iterations 

at which Gram teacher becomes same as 
main EMA teacher
Åὒ : higher-resolution features for the 

Gram objective

Siméoni, Oriane, Huy V. Vo, Maximilian Seitzer, Federico Baldassarre, Maxime 
Oquab, Cijo Jose, Vasil Khalidov et al. "Dinov3." arXiv:2508.10104 (2025).

Gram Anchoring (Regularization for Dense Features) in DinoV3
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Video tasks
ÅÑĲǂƣӛéŔĬĲŸ Retrieval
ÅGiven text and a collection of videos, find relevant ones.

ÅMultiple-choice VideoQA.
ÅGiven video, a question and multiple candidate answers, choose the best one. 

ÅAction Segmentation/Action Step Localization
ÅAssign each frame with one of the pre-defined labels to separate meaningful 

segments of videos. 
ÅSimilar to sequence labeling (e.g. NER) in NLP. 

Xu, Hu, Gargi Ghosh, Po-Yao Huang, Dmytro Okhonko, Armen Aghajanyan, Florian Metze, Luke Zettlemoyer, and Christoph Feichtenhofer. 

"VideoCLIP: Contrastive Pre-training for Zero-shot Video-Text Understanding." In EMNLP, pp. 6787-6800. 2021.
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VideoCLIP architecture and pretraining
ÅContrastive approach
ÅLoosely temporally overlapping positive video-

text pairs, instead of enforcing strict start/end 
timestamp overlap.
ÅHard negatives using nearest neighbor retrieval 

that uses video clusters to form batches with 
mutually harder videos.

ÅBERT-base-uncased for both video (6L) and 
text (12L).
ÅVideo: frozen pretrained CNN, projected to 

video tokens using a MLP layer.
ÅAverage pooling over the sequence of tokens 

for video and text.
ÅPretraining data: HowTo100M

Xu, Hu, Gargi Ghosh, Po-Yao Huang, Dmytro Okhonko, Armen Aghajanyan, Florian Metze, Luke Zettlemoyer, and Christoph Feichtenhofer. "VideoCLIP: Contrastive Pre-training for Zero-shot Video-Text Understanding." In EMNLP, 
pp. 6787-6800. 2021.
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ImageBind
ÅAn image of a beach can remind us of the sound of waves, the 

texture of the sand, a breeze, or even inspire a poem. 
Å ũŔŊŰƚШΣШůŸĬċũŔƣŔĲƚќШĲůĤĲĬĬŔŰŊШŔŰƣŸШċШĦŸůůŸŰШƚƓċĦĲаШŔůċŊĲƚЯШ

text, audio, depth, thermal, and Inertial Measurement Unit (IMU).
ÅImage-paired data is sufficient to bind the modalities together.

Girdhar, Rohit, Alaaeldin El-Nouby, Zhuang Liu, Mannat Singh, Kalyan Vasudev Alwala, Armand Joulin, and Ishan Misra. "Imagebind: One embedding space to bind them all." In CVPR, pp. 15180-15190. 2023.
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ImageBind Pretraining

Åή ὪὍ and Ὧ Ὣὓ  where f and g are deep networks.
ÅInfoNCE loss. Symmetric loss ὒȟ ὒȟ
ÅViT-H 630M params; text encoders (302M params) from 

OpenCLIP (frozen)
ÅSame encoder for images+videos. Treat videos as 

multi-frame images.

ÅDatasets: 
Å (video, audio) pairs from Audioset 
Å (image, depth) pairs from SUN RGB-D 
Å (image, thermal) pairs from LLVIP 
Å (video, IMU) pairs from Ego4D
Å (image, text) pairs from large-scale web data.

Girdhar, Rohit, Alaaeldin El-Nouby, Zhuang Liu, Mannat Singh, Kalyan Vasudev Alwala, Armand Joulin, and Ishan Misra. "Imagebind: One embedding space to bind them all." In CVPR, pp. 15180-15190. 2023.

https://www.lcs2.in/
https://lcs2-iitd.github.io/ELL881-AIL821-2401/
https://home.iitd.ac.in/
https://lcs2-iitd.github.io/ELL881-AIL821-2401/

